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Abstract
This paper seeks to examine performance characteristics in a server-based computing environment from a user experience 
perspective.  Specifically addressing how responsive an environment is to the demands of the user, be that relating to application  
start-up, data access or general application use.

This paper will introduce the concept of ‘time-to-wait’; namely the length of time a user will wait for a system to respond to a  
particular command.  Research has been conducted by AppSense to determine what are acceptable values for ‘time-to-wait’ and  
what factors can affect this value.

If a user has to wait an unacceptable period of time for a system to respond to an action, this not only results in an almost immediate  
drop in productivity, it also results in disgruntled users, plagued support desks and a distinct lack of trust in the IT environment.

Server optimization in multi-user environments has until recently focused primarily on server consolidation, through maximizing 
the user population per box.  What has become apparent following this consolidation exercise is that quality of service - in terms  
of predictability and consistency of the user environment - is of paramount importance, and has business ramifications that are 
at least as important as server consolidation projects.

This paper will also show how best practice quality of service can be achieved through hardware resource optimization including 
CPU, physical and virtual memory, disk access and application state.

Introduction
The Server Based Computing (SBC) such as Microsoft Terminal Server and Citrix XenApp model offers many unique challenges for  
both architects and administrators.  There are concerns of security, availability of resources, performance and the costs of hardware, 
licensing and ongoing management.  Due primarily to opportunities for cost reduction in hardware purchases however, server 
consolidation through ‘optimizing performance’ has been the main area addressed.  Fewer servers also result in lower licensing 
costs, lower maintenance overhead, and reduced electricity and cooling costs.  However, it has now become apparent the real 
issue with performance is not just financial, but one of user experience.  There is an ongoing tradeoff between ensuring users 
receive a consistent ‘end-user experience’ while maintaining the minimum amount of hardware.



3

The Definition of Performance
In SBC the term ‘quality of service’ is often interchanged with the term ‘performance’.  However, good performance is defined as  
“a system which carries out its functions within established criteria”.  As an example, let’s take an individual component within a 
computer system, such as a hard disk drive, which states it has an access time of 10ms.  If this is proven, does this lead to a well 
performing system?  Is the hard drive access the only limiting factor?  Is 10ms adequate for all types of users doing all types of 
tasks?  To truly assess whether a system is well-performing, we must look at measuring the ‘whole end-user experience’.

The challenge here is there is no hard limit to measure against, but what is acceptable for a particular end  user.  If we take a  
simple task such as launching Microsoft Internet Explorer, there has been no specification defined for how long this action should  
take.  Invariably if asked the user will respond with “it should take as little time as possible”, whereas in reality they have their own 
defined limits for what this term means.

The concept of user experience is commonplace and found in everyday life as well as in computer systems.  For example when 
stopping at a red traffic signal a driver will wait a certain length of time before assuming there is a problem.  While it is true that  
much research has been completed by web designers into how long users are prepared to wait for a web page to download, and  
supermarkets will do research to find out how long customers are prepared to wait in a queue for the checkout, very little work 
has been done in defining a good “end-user experience” in an SBC environment.

Defining the ‘time to wait’ is not a simple process.  Firstly, a human trait is being examined and is therefore variable from person 
to person.  Secondly, the time a user is willing to wait for something is dependent on how long it usually takes, and this response 
is again non-linear.

AppSense has conducted several ‘time to wait’ studies with their customers using differing environments, applications and user 
types.  In testing for a task which takes a relatively short period of time, 0.5s, users were found to wait on average 3s before 
complaining of the task being slow.  This is an increase of 2.5s or alternatively 600% of the original time.  However, for a task 
lasting 60s seconds, users were found to wait up to 90s before complaining.  This time increase is 30s or alternatively 150% of 
the original time.  From the results obtained during this user experience testing, the ‘time to wait’ graph plotting percentage 
increase against original time takes on the form below.

The shaded area of the graph defines the acceptable ‘time  
to wait’, with the area above the line being unacceptable.  
If this is translated back into a SBC environment, as long  
as the administrator ensures that all tasks occur within 
the shaded area, then the system is said to be ‘performing  
well’.  Referring back to the example for launching 
Microsoft Internet Explorer - if the task usually takes 1.5s 
to launch then it is said to still be performing well with 
launch times up to 3.3s.

Another finding during the user testing was the ‘time to 
wait’ value was also dependent on the number of times  
the user had completed the task.  The greater the number  
of times, the more the user expected it to finish at the 
required time.  Therefore consistency and usage trends all  
have a part to play in determining a well performing task 
and a badly performing task.
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Factors which affect the Time To Wait
A task can exceed its time to wait for a wide variety of reasons.  This section deals with some of these reasons and aims to provide  
ways of dealing with performance bottlenecks through best practices and quality of service technology.  It should be noted that 
processes outside the individual computer system such as network traffic and bandwidth are beyond the scope of this paper and 
hence are not addressed.

Testing has shown that performance bottlenecks are usually due to one or more of the following:

	 Over utilization of CPU resources
	 Over utilization of Physical Memory (RAM)
	 Over utilization of Virtual Memory (Paging)
	 Over utilization of Disk I/O

In SBC systems the above resources are already at a premium as they are shared amongst multiple users and applications.

Introducing System Resource Entitlement
With the increasing use of server based computing, ensuring applications are responsive to user actions is key to adoption.  In 
server based computing environments where users share the same system resource, how CPU, Memory and Disk is used impacts 
the working experience for many users. 

System Resource Entitlement allows IT to define user and application-based business rules that allocate CPU, Memory and Disk  
resources, ensuring the user receives optimal quality of service, no matter where their desktops and applications are hosted.

CPU Control and AppSense Performance Manager
Before considering CPU usage it is first necessary to clarify the term.  When a figure such as 60% CPU usage is quoted, what is  
actually meant is the CPU is being utilized at 100% for 60% of the time.  This shows a high CPU value is actually an efficient use of  
resource, rather than a problem.  A CPU utilization of 100%, while considered a problem by many, actually means maximum use 
is being made of this resource, and therefore achieving maximum return on investment.  Problems occur when requests exceed 
100% CPU utilization, whereby resource contention and bottlenecks are formed - although, this can be solved by efficiently 
allocating the resource between the users and running applications.

AppSense Performance Manager is able to control CPU usage in many ways, and may be used to not only resolve CPU usage issues,  
but also to ensure CPU resource to mission critical applications and users.
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Smart Scheduling

With Microsoft operating systems, during process initialization, a priority is assigned for it to run under.  Microsoft Windows 2003  
has the following priorities:- Realtime, High, Above Normal, Normal, Below Normal, Low.  A process which has a higher priority  
will be allocated CPU prior to a process with a lower priority.  Most applications when launched are given a ‘normal’ priority.  This  
means that all processes form a ‘queue’ for the CPU and will receive CPU time only when it is their turn.  There are a few standard  
system processes which are assigned a higher priority, such as the ‘Windows Task Manager’ which is automatically assigned a ‘high’  
priority.  This ensures should the Task Manager process require CPU time it will be given it immediately.

A process may consume a maximum amount of CPU time, known as the quantum time.  If the process does not require the full 
quantum time, for example if it requires further data, it is able to release the process prior to completion of the quantum time,  
thereby allowing another process access to CPU resource.  When an application Launches, there are many calls to the disk to 
access new data, and therefore the process consumes small parts of the quantum time.  Processes which involve a large number  
of calculations, such as highly mathematical applications, tend to use all of the CPU quantum time and are therefore CPU intensive. 
If the timeline of processes within the CPU are mapped out the problems become immediately apparent.

For example - Process A is Microsoft Word launching; Process B is a resource intensive Microsoft Excel macro.

Scenario 1:- Only Process A is running in this scenario, the application performs at full speed as it gets CPU resource when required  
and disk resource when required.

Scenario 2:- Process A and Process B running. In this scenario it is evident that process A has been dramatically slowed down as  
there is a length of time where it is waiting for process B to relinquish the CPU.  This can have dramatic effects on the responsiveness 
of the process, and obviously increases the time to wait.  As process A and B both have equal priorities one process has to wait 
for the other to finish.

AppSense Performance Manager includes ‘smart scheduling’ technology that is able to share the CPU resource more efficiently 
between running applications.  The priorities of the process are altered dynamically.  The result being that processes requiring a 
small amount of CPU time tend to be given a higher priority than those which tend to monopolize the CPU.

In this way the CPU time is divided equally amongst both processes  
ensuring that each has a share and no one process is hogging the  
CPU, causing others to wait.  Process B receives much smaller 
chunks of CPU time but similarly its waiting time is also short, 
ensuring that the application appears responsive to the user, and  
therefore still falls within its time to wait.  The effect of this process 
is greatly reduces the CPU queue length. By interpolating between 

standard priorities, and dynamically adjusting the priority of each process, AppSense Performance Manager is able to ensure 
more efficient processor usage.  More importantly, from a user perspective, no application is seen to “freeze”, ensuring application  
responsiveness falls within the acceptable ‘time to wait’ period.



6

Share Factors

In the above examples we assumed both process A and B are equally important and therefore require an equal use of resources.  
In most cases this is not a true representation of applications and users.  Servers contain both mission critical applications and 
also users with varying degrees of ‘importance’.  By implementing share factors within AppSense Performance Manager, these 
applications and/or users may be given a higher or lower share of CPU time.  If the process A is a mission critical process then it 
may be assigned a higher share factor.  The effect of this is to raise the priority of the process so that it may have a longer CPU 
time before process A is given a higher priority.

Here process B has been given a higher share factor resulting in process A waiting on process B.  The difference now is the time  
process A has to wait is a value which is configurable by the Administrator.  A further function of AppSense Performance Manager 
is the ability to apply application or system state control.  An application may be defined as having a high share factor when in 
the foreground, a medium share factor when in the background, and a low share factor when minimized.  If we now look at things  
from a user point of view, the application they are currently working on will always be guaranteed to receive CPU time, and can 
therefore always be made to function within its required time to wait, hence “performing well”.  Other processes continue to 
receive a share of CPU time ensuring that they also function.  One key system state for SBC systems is the ‘disconnected’ state.  
By assigning a relatively low priority to all other states we can ensure that users who disconnect from the server without logging 
out properly, do not continue to consume valuable CPU resource which is then made available to all other users.

CPU Reservations

AppSense Performance Manager is also able to assign a CPU reservation to a process run by a user or group of users.  In this way 
the process can always be guaranteed a set amount of CPU time should it be required.  If process ‘A’ has been assigned a CPU 
Reservation of 60%, then should it require 60% CPU time it is immediately guaranteed to get it.  In this case the remaining running  
applications all share the remaining 40% CPU time as defined in other business rules.  In this way a minimum time to wait for all  
mission critical processes can be guaranteed.
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Physical Memory Control and AppSense Performance Manager
A typical SBC server running Microsoft Windows 2003 Server will typically have 4GB of physical memory installed.  If we assume that  
40 users are logged onto the server (the number typically used in 32 bit Citrix environments), and that 256MB of RAM is required 
to run the operating system, then if each user uses an equal amount of physical memory they are allocated 3.75GB/40 which 
equals approximately 93MB of RAM.  The screen capture below is taken from a Microsoft Windows 2003 Server and shows that 
just a few applications can easily consume the physical memory available.

Applications are rarely written for multi-user and SBC environments, with little consideration made by application developers to  
optimize, reduce or limit resource usage.  Minimum and maximum working set values may be configured, but applications tend 
to rely on the default values specified by the operating system.  The effects of this can be seen below, with relatively simple 
applications consuming an excessive amount of physical memory.

The ‘Mem Usage’ column shows the working set (the set of physical memory pages currently dedicated to a specific process) for  
the application.  The working set includes physical memory that the application has recently used, is currently using, and has 
reserved for use.

The process of “trimming the working set” involves freeing up all memory pages in RAM the application is actually not using at the 
time.  This will result in significant reductions in the amount of physical memory an application uses, and therefore the amount 
of physical memory available to other processes and users.  AppSense Performance Manager is able to dynamically trim the working 
set dependant on a number of application or system states.  The available states for physical memory control are:

	 Process is started
	 Session is idle / not idle
	 Desktop is locked / unlocked
	 Session is connected / disconnected
	 Process is in foreground / in background
	 Process is minimized / not minimized

By implementing physical memory control, vast amounts of physical memory can be regained and redistributed to other applications 
and users.  The screen capture below shows the same applications as before, but this time the working set for each application 
has been significantly trimmed.

Consider winword.exe as an example.  In this example, the working 
set, and therefore physical memory consumed, has been reduced from 
22,064Kb to 1,800Kb.  The amount of physical memory that may be 
trimmed is dependent on the RAM consumed by both the system part  
of the application, and user data within the application.  Each process 
has an associated “minimum working set” and “maximum working 
set” values.  The operating system ensures the amount of RAM used 
never increases beyond the maximum working set value, and when 
trimmed will try to free up memory down to the level of the minimum 
working set - although this figure is not guaranteed.

Trimming the working set releases the fast access physical memory back to the operating, where it is redistributed to other 
applications.  This process ensures quality of service is guaranteed to the applications receiving the redistributed memory.
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Virtual Memory and AppSense Performance Manager
Applications are rarely written with resource usage in mind and often rely on the ‘Microsoft Windows Memory Manager’ to deal 
with virtual memory issues.

Consider an SBC server with two users, user1 and user2.  Both users need to run an application app.exe which has two dll components, 
a.dll and b.dll associated with it. 

In 32-bit Microsoft Windows operating systems, applications are able to address a maximum of 4GB of virtual memory, usually  
divided up into two equal parts, 2GB for system and 2GB for user space.  When an application is launched it is able to load into 
its preferred base load address in virtual memory.  If a further instance of the application is launched the executable is shared and 
not reloaded.

The application may then call a component such as a dll file.  All components also have an associated load address in virtual memory. 
If this memory location is ‘free’ the dll is loaded into the correct location and once again all instances are able to share the one 
copy residing in memory.  If the memory location is not free, the operating system must ‘rebase’1 the dll, assigning it a new virtual  
memory load address.  The Windows memory manager must assign a number of fix ups for each dll to reference both code and 
data within the dll.  Invariably the fix-ups involve all code and data within the dll resulting in a new copy of the dll being placed 
onto pagefile.

This new copy of the dll is private to the individual instance of the application.  If another instance calls the dll then the whole  
process will be repeated.  If the load address in its virtual memory space is free it will load normally, if not it must go through the  
rebasing process, causing yet another private copy of the dll to be created on pagefile.  As this process continues it is clear to see  
how the level of disk I/O is increased as the amount of physical memory is exceeded and virtual memory used.  This has a dramatic  
effect on system performance.

AppSense Performance Manager can monitor the system and look for any system components that have been rebased.  When 
these components are found, a copy of the original component file is created on disk with a memory address which is known to  
always be available in virtual memory.  From then on, when an instance of the application makes a call to the component, it is  
instead redirected to load the new copy created by AppSense Performance Manager.  This eliminates any issues which involve 
component rebasing therefore saving on disk I/O.  The percentage saving of disk I/O may be directly translated into an enhanced 
user experience through decreased response times, ensuring applications respond within the acceptable ‘time to wait’ range, thus 
increasing quality of service.

1- See http://msdn.microsoft.com/library/default.asp?url=/library/en-us/dndllpro/html/msdn_pagetest.asp for full details of dll rebasing

Disk I/O and AppSense Performance Manager
Hard disks are often the cause of system bottlenecks as they are typically the slowest part of any computer system.  This is  
exacerbated in SBC environments as multiple users and applications simultaneously request disk access.  When such bottlenecks 
occur, all users and applications on the server experience a prolonged wait as their disk access request is queued.  This results in the  
application or desktop session hanging, and in some cases, becoming completely inoperable, far outside the acceptable ‘time to  
wait’ time frame.

Disk bottlenecks occur when users or applications require disk access faster than what the disk can support.  Before considering 
how best to remedy this common problem, let’s first detail what causes a disk bottleneck.

An application running on a server is enabled by a process, which typically includes a plurality of threads.  These processes have  
a requirement to read and write to or from a disk, commonly referred to as an input/output (I/O) device (for the purposes of this  
paper, we will refer to the I/O device as a ‘disk’).  The operating system creates an I/O Request Packet (IRP) for every thread read/
write request which is passed through the driver stack to be processed by the disk.
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Everyday SBC situations require disk read/write operations to be performed at a level greater than the disk can support.  This is  
especially true when the server allows multiple processes or applications to run in parallel.  When the number of IRP’s is greater 
than the number of IRP’s the disk can process, the disk is in a state of overload and IRP’s are queued to be processed.

As with CPU, individual applications, processes and threads can monopolize a disk and cause resource contention between the 
IRP’s.  These IRP’s then become stuck in a queue, waiting to access the disk.  During this time the user experiences a poor quality  
of service as the application or desktop session takes an unacceptable length of time to complete the task.

AppSense Performance Manager prevents disk I/O IRP bottlenecks from impacting mission critical applications, reducing ‘time to  
wait’ and ensuring high quality of service.  Disk I/O control prioritizes IRP’s in accordance to business policy, enabling Administrators 
to assign priorities to individual applications on a per user basis.  

To achieve this, AppSense Performance Manager uses a kernel level filter driver, through which all IRP’s are then passed.  The driver 
monitors and compares the number of IRP’s passed down the driver stack against the number of completed I/O operations to  
determine if the disk is in a state of overload and a bottleneck is present. 

When a bottleneck is present, AppSense Performance Manager then intercepts all IRP’s before they reach the target disk, and 
controls the flow rate by re-ordering the IRP’s in accordance to the priorities assigned to them.  For example, an application with 
a higher priority than a second application will have preferential access to the disk if a bottleneck is present.

By assigning higher priorities to important applications, they no longer have to wait in a queue while less important processes 
consume disk activity.  Ensuring key applications have priority access to the disk eliminates inconsistency in application response  
times, reduces the user’s time to wait, improves quality of service and maximizes the efficiency of hardware resources.

Conclusion
This paper has sought to define performance in an SBC environment from a different point of view, that of the user.  To do this it  
has defined a new performance metric, namely ‘time to wait’.  This defines the length of time a particular process takes to complete.

It has been shown the usual measurements of ‘good performance’ are merely factors which have to be considered together to get  
the full story.  If there is excessive disk I/O in an SBC system, then trying to address only CPU performance will have no effect to 
the overall end user experience.  There is no way of knowing why any particular system is under-performing as this is dependent 
on such factors as the applications installed, and user working patterns.

Microsoft Windows operating systems go some way to addressing how applications make use of system resources, but it is clear 
that in situations of high resource usage, such as in SBC environments, they are challenged.  AppSense Performance Manager 
addresses these shortcomings.  It provides many methods of controlling critical system resources such as CPU, Memory (both  
physical and virtual) and Disk.  It’s CPU scheduling algorithm ensures that even in times of maximum CPU usage the server remains  
responsive for each user and application.  If necessary, weighting may be given to ensure minimum response times for mission 
critical applications and/ or users. 

AppSense memory management ensures the server keeps as much available resource as possible, be it physical or virtual memory,  
whilst still maintaining full application functionality.  This will improve the end user experience, by ensuring application components 
are loaded from physical memory if possible and not re-loaded from disk.

Disk I/O control ensures mission critical applications and users have high priority access to the disk, reducing the ‘time to wait’ for  
the application to respond, it turn guaranteeing quality of service.

In short, AppSense Performance Manager and the implementation of quality of service best practices, ensures an optimal end user  
experience.  Many helpdesk calls are from users who are complaining about system freezes and a slow response.  Implementing 
AppSense Performance Manager ensures these problems are eliminated, making for a better working experience.  As fewer system  
resources are utilized the overall capacity of the server is greatly increased, be that in terms of users or applications.
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AppSense Performance Manager Features
System Resource Entitlement
Policies are defined for CPU, Memory and Disk management by defining resource reservations and limits for users or applications.   
Application states may also be included to provide precise control over applications delivered to physical and virtual desktops as  
well as shared-use environments such as server based computing.

Disk Resource Management
Prevent I/O Request Packet (IRP) bottlenecks from impacting mission critical applications.  Disk Resource Management prioritizes  
the IRPs in accordance with business policy, ensuring disk availability to specific applications by preventing less important processes  
from creating bottlenecks.

Application Discovery Mode
Application discovery mode gathers the information required to create application groups by quickly scanning target devices.   
All applications and processes along with property information such as network path are detailed in a comprehensive report.   
Application groups are created by selecting applications and processes from the report.

CPU Smart Scheduler™
CPU Smart Scheduler™ allocates CPU resource in accordance to business policy by allocating a relative share to the user or application.  
For instance, if an application is assigned a share factor twice that of a second application, the former will receive higher priority 
access to the CPU when there is contention.

Thread Throttling™
CPU thread throttling policies automatically trigger when the system is heavily loaded and apply gradual throttling to any runaway  
threads within each process, preventing rogue processes from consuming excessive CPU resource and reducing the quality of 
service for all other users on the hardware.

Physical Memory Control
Automatically trim working sets based on application events and states, such as application startup, idle, minimized and in the  
background.  This effectively releases fast access memory (RAM) back to the operating system thereby enabling a significant 
increase in user density or application instances.

Virtual Memory Optimization
By automatically analyzing and optimizing the way in which Dynamic Link Libraries (DLLs) are loaded by applications, virtual memory  
overheads and system paging can be significantly reduced.  Optimized DLLs are stored in a separate cache and loaded dynamically,  
leaving the original applications intact.

Virtual Memory Limits
User memory limits can be applied to restrict the amount of virtual memory utilized.  Users can be warned, and then prevented  
from launching additional applications, when virtual memory utilization reaches critical levels.  Application memory limits can also  
be applied to individual applications giving greater control over virtual memory consumption and on a per application basis.

CPU Application Limits
Administrators can also define hard CPU limits, to restrict an application’s access to processor resources.  For instance, if an application 
is limited to 70% then it will never be allowed to use more than 70% of the CPU resources.

CPU Reservations
Define CPU reservations to provide mission critical applications with a guaranteed minimum resource allocation.  For example, if an  
application is allocated a reservation of 20% it will continue to get priority access to the CPU while it is using 20% or less of the 
CPU resources.

CPU Affinity Assignment
Guarantee processing power goes where it’s most needed.  On multiprocessor systems, policies can be assigned which bind specific 
users and applications to a CPU.  This allows mission critical applications to run exclusively on a dedicated CPU.
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Statistical Analysis and Reporting
Report on CPU, Memory and Disk usage at the process level on a per user or application basis.  Tabular reports and graphs are  
used to report on defined events to show resource consumption and optimization.  When used in conjunction with AppSense 
Management Center, alerts can be raised when configurable events are triggered.

AppSense Configuration Templates
Take full advantage of pre-built corporate policy best practice by importing AppSense Configuration Templates.  AppSense 
Performance Manager is able to import an unlimited number of resource configurations and use these in combination.  A selection  
of Configuration Templates, such as “BoostOffice” to prioritize resources to the MS Office application set, is available from  
www.myappsense.com.  This template library is maintained and updated frequently.

AppSense Management Suite
AppSense Management Suite is used in server based computing environments such as Microsoft Terminal Services and Citrix XenApp, 
and is also used in hosted virtual desktop environments and local PCs to ensure users receive a consistent, predictable and 
responsive working environment.

	

				    - personalization and policy management

				    - application entitlement

				    - scalable, resilient framework

To learn more about AppSense Management Suite, please visit www.appsense.com

For more information on how AppSense technology can improve Quality of Service, please visit   
www.appsense.com/products/performance_manager.aspx

You can also evaluate AppSense software for 21 days by visiting www.appsense.com/evaluate.
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